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CSE-381: Systems 2 

Exercise #9 
Max Points: 20 

 

Objective: The objective of this exercise is to: 

1. Learn basics of working with a std::mutex and std::lock_guard. 

2. Learn to use the thread sanitizer to detect race conditions in a program 

3. Fix race conditions in a multi-threaded program  

4. Improve efficiency of producer-consumer program using a monitor. 

 

Submissions:  

1. This document saved as a PDF file and named MUID_EXERCISE9.pdf (where MUID is 

your unique ID, example: raodm_exercise9.pdf) 

2. The ex9_part2.cpp program you modified in this exercise.  

3. The ex9_part4.cpp that you modified in this exercise. 

 

Fill in answers to all of the questions.  For some of the questions you can simply copy-paste 

appropriate text from the terminal/output window into this document.  You may discuss the 

questions with your instructor. 

  

Name:  Lanutoshi Paul 

 

Part #1: Review concept associated with critical sections 
Estimated time to complete: 30 minutes 

  

Background: Race conditions are avoided by creating critical sections in a program using a 

std::mutex. A std::lock_guard or std::unique_lock object is used to lock-and-

unlocking a std::mutex object to streamline creation and management of critical sections. 

Threads can enter and temporarily yield a critical section using std::condition_variable. 

 

Exercise: Provide brief answers to the following questions to improve your understanding of 

pertinent concepts: 

 

1. What is a critical section? Why is it used? How is it accomplished in a program? 

It is a fragment of code in which only one thread is allowed access to a shared resource 

at a time. This is done in order to avoid race conditions. A mutex is used to create a 

critical section. This is done by threads trying to lock the mutex via a system call to let 

other threads know that they are using it. If they are unsuccessful, the operating system 

has to wait until the mutex is 0.   

 

 

 

2. What are the 4 important rules that must be met in order to establish an effective Critical 

Section (CS)? 
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1. There should be no more that two threads in the same CS at the same time. 

2. There should be no assumptions about the speed of the processor. 

3. Threads outside the CS cannot block threads inside it. 

4. Threads should not wait too long to enter the CS. 

 

 

3. Assume three threads (all with the same priority – remember we used the nice command 

in an earlier lab to change priority) are trying to lock a std::mutex. Which thread will 

most likely get to lock the mutex? The first one that called lock() or the last one that 

called lock()? 

We cannot tell which thread will most likely get to lock the mutex. The OS decides this 

and we have do not know in which order it will call them.  

 

 

  

4. Assume a thread is trying to acquire a lock on a mutex by calling the lock() method? 

How long does the lock() method take to return? 

The amount of time the lock() method takes to run cannot be predicted. This could take 

some seconds to a couple of hours. If the program is developed correctly this should take 

a couple of milliseconds. The time taken to run also depends on the priority of the thread. 

A lower priority thread can even take hours to run. Programs having a bug can mean the 

lock() method never returns. 

  

  

5. How much CPU does the thread consume while the lock() method is running? 

When the lock() method is running, the operating system places it in the “waiting” state. 

Therefore, the thread does not consume any CPU at all.  

 

 

6. If a std::mutex has methods to lock and unlock it, then what is the purpose of a 

std::lock_guard? 

It is essential to always unlock a mutex to avoid deadlocks. The std::lock_guard ensures 

that the mutex is always unlocked even when the code has some exceptions. 

 

 

 

 

7. Why is using std::atomic a bit faster than using a std::mutex? 

This is because the std::atomic class maps operations on primitive data types to CPU 

instructions that perform ALU operation in a guaranteed thread-safe manner. This 

ensures minimization of race conditions. 

  

 

 

8. What data types can a std::atomic used with and what data types cannot be used with 

std::atomic? 
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The std::atomic class can only work with primitive data types like char, short, int, long 

and their unsigned counterparts. It cannot be used with string and vectors. 

  

 

 

9. What is a std::unique_lock? What is the key difference between a 

std::unique_lock and a std::lock_guard? 

The std::unique_lock ensures multiple locking and unlocking of a mutex by its related 

thread. The std::lock_guard is just a one time locking and unlocking mechanism. 

  

 

 

10. What is a Monitor or std::condition_variable? How is it different from a 

std::unique_lock? 

The std::condition_variable is used to deal with 2 cases at the same time: 1. Block and 

wait until a specific condition is met and 2. A lock on a given mutex can be acquired. 

The std::unique_lock is purely used to lock and unlock a mutex. 

  

 

 

 
 

Part #2: Understanding thread sanitizers  
Estimated time: 15 minutes 

 
Background: Race conditions and associated side effects of incorrect multithreading are hard to 

detect and troubleshoot. Hence, sophisticated tools to aid detection of thread conditions are often 

built into C++ compilers. These tools are called “sanitizers” – they perform sanity checks to try 

and help with troubleshooting race conditions. They print errors in the form of a stack trace, 

similar to a debugger.  Recollect, that debuggers help with troubleshooting bugs or semantic 

issues. On the other hand, thread-sanitizer helps to troubleshoot threading issues in a program. 

Note that sanitizers cannot catch all of the issues but they can detect over 90% of threading 

problems. 

 

Exercise: In this part of the exercise, you will be exploring the use of GCC’s thread sanitizer to 

identify source of race condition in an incorrectly multithreaded program: 

 

1. Create a NetBeans project named ex9_part2 on you Linux VM using a  Miami University  

C++ Project , without a main file. 

 

2. Download and copy the supplied ex9_part2.cpp to your project directory. Add the 

source file to your program.  

 

3. To help us identify and troubleshoot race conditions, we will modify the NetBeans 

project to engage the thread sanitizer. In the project settings, select C++ Compiler and 
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change -fsanitize=address to -fsanitize=thread as shown in the 

screenshot below: 

 
 

4. Study the starter code. Do not modify main() function, as clearly stated in the starter 

code. 

 

5. Compile the program. And run the program using 3 threads by setting the command-line 

argument to 3. The program should run fine – clearly it appears that the program is 

correctly multithreaded (so, there must be something wrong with the CODE plug-in), 

Right? Wrong, there is a bug in this program. 

 

6. Now, run the program using 5 threads by setting the command-line argument to 5. You 

should see race conditions (aka “data race”) reported. Copy-paste the first exception 

(delimited by ==========) reported by the thread sanitizer in the space below: 
 

 

 

7. From the above stack trace, which line of the program is causing a “data race” (i.e., a race 

condition)? 

 We can see that a line is causing the race condition to occur when trying to modify 

id::num unordered_map. We also see that the stack trace shows that the data race was 

with thread 3. In one of the later lines, we see that T4 and T3 were created in the 

function main. 

 

 

 

 

Part #3: Resolving race conditions 
Estimated time: 20 minutes 

 

Background: In multithreaded programs, care must be taken when accessing shared values. 

Recollect that if each thread operates on independent values, then synchronization is not needed. 

However, if threads operate/update shared values then all access must be synchronized via 

critical sections established using a std::mutex and std::lock_guard. 

 
Exercise: In this part of the exercise, you are expected to address race condition(s) in the given 

multithreaded program that we setup in the previous part of this lab exercise: 
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1. Review the program and briefly describe how come the starter program runs without race 

conditions with 3 threads (even though the program currently does not have critical 

sections) bot does not work with 5 threads? 

The program was designed to run as a data parallel application meaning that the 

unordered map has 3 entries. Each thread is seen operating on its own entry. Therefore, 

race conditions do not occur because no thread modifies the whole map by adding or 

removing entries. 

 

This does not work when 5 threads are used because in this case, two new threads are 

added unordered_map, thereby modifying the whole map. This causes threads to 

operate abnormally thus causing a race condition. 

  

 

 

2. Review the program and briefly describe the source of the race condition. 

According to the thread sanitizers stack trace, the race condition was seen in the inc() 

method. It could also have been reported in the dec() method but in this case, it was 

reported in the inc() method. 

 

The cause of the race condition can be attributed to the addition of a new entry. 

Threads 4 and 5 do not have prepopulated entries in the map. Therefore, when they try 

to access the entry on the map, a new entry is created for the both of them. Creating a 

new entry causes other threads to me moved around, thereby causing the threads to 

operate abnormally. This then leads to a race condition. 

  

 

 

3. Briefly describe how you would fix the race condition using a std::mutex and a 

std::lock_guard such that the program can run with k threads. 

There is a way to fix the race condition by modifying the main() method. However, we 

are not allowed to do this and hence there are two other methods: 

 

1. A critical section is created in the inc() and dec() method to lock/unlock a 

shared std::mutex using std::lockguard. Locking and unlocking the mutex 

reduces this program to a single threaded one making it very inefficient due to 

the number of calls. The inefficiency renders this solution- not ideal. 

2. Another way is to modify the threadmain method where threads initialize an 

entry for themselves in an unordered map. This implementation requires quite a 

bit of logic as threads run asynchronously. Therefore a thread has to wait for all 

the other thread to finish. The threadmain knows the number of threads. So it 

uses a while loop to wait until the number of entries is equal to the number of 

threads. Therefore, the threads can perform their operations and there are not 

race conditions that arise. 
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1. Now that you have a plan (you just wrote it above) on how to address the race condition, 

modify the program so that it correctly operates with k threads without any race 

condition. Test your program with varying number of threads, say 4 < k < 10. 

 

Sample output (due to random numbers your output may differ and that is ok): 
$ ./ex9_part2 5 

key[0] = 56 

key[1] = 102 

key[2] = -114 

key[3] = -38 

key[4] = -6 

 

Part #4: Using Monitors instead of Mutex 
Estimated time to complete: 35 minutes 

 

Background:  The producer-consumer model for sharing data between multiple threads 

(performing operations that can take different amounts of time) is widely used. There are two 

different approaches to implementing the producer-consumer model depending on multi-threaded 

or multi-process scenarios: 

 

1. Busy-wait approach: A mutex (i.e., a binary semaphore) based approach that involves 

busy waiting (this implementation is given to you) which is useful in certain cases where 

the application can monopolize the resources and real-time interactions are highly desired. 

This approach of busy waiting is also referred to as a "spin lock" (the program spins a loop 

waiting for the mutex to be unlocked). 

2. Monitor-based approach: A monitor-based approach that avoids busy waiting (you need 

to implement this version of the program) and is the most commonly used approach as 

provides an efficient use of CPU/energy. 

 

In this part of the exercise, you are expected to: 

 

1. Convert a given spin-lock based implementation of a producer-consumer type 

application into a version that uses monitors (implemented by 

std::condition_variable in C++). 

2. Compare the CPU-utilization of the two versions of the same program. Note that the 

2 version of the program should generate exactly the same output. 

 

Exercise: Complete this part of the exercise using the following procedure: 

  

1. Create a new NetBeans project named ex9_part4.  

2. Download the supplied starter code ex9_part4.cpp to your project. Review the 

operation of the program to study the producer() and consumer() methods. Ensure 

you can explain the 2 scenarios when the program "busy waits" or "spins" – i.e., keep trying 

to do some operation until the thread can proceed with operation. 

3. Compile the program in NetBeans.  
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4. Linux provides a time utility to measuring the time taken to run a program that can be 

used as shown in the sample output below (the actual timings you observe will be different 

and that is to be expected): 
$ /usr/bin/time ./ex9_part4 > ex9_orig.txt 

13.14user 0.03system 0:06.62elapsed 199%CPU (0avgtext+0avgdata 5520maxresident)k 

0inputs+264outputs (0major+394minor)pagefaults 0swaps 

 

Understanding the statistics reported by /usr/bin/time above: 

User time Sum of time for all threads for which program was running on the CPU.  

Elapsed time The actual time taken for the program to run 

%CPU In Linux each core is counted as 100%. So, if a program runs 2 threads 

that use 2 cores, the %CPU will be reported as 200% 

 

Each time a program is run, the actual time taken to run the program will vary depending 

on the load and other activities occurring on the system. Consequently, on multi-user, 

multi-tasking systems timing measurements have to be repeated in order to ensure that 

consistent timings are obtained and the consistent timings are averaged to obtain a suitable 

runtime value. 

 

Using the time command shown above, run the given program without any modifications 

three times (such that the timings are consistent) and note the timings in the table below. 

Note that your %CPU should be about 199% because 2 threads are running, each using 

100% CPU and Linux will report this as 100% + 100% == 200%: 

 

Timings from given semaphore-based busy waiting application 

 Elapsed time (sec) %CPU 

Observation #1 4.14  199%  

Observation #2  4.14  199% 

Observation #3  4.14  199% 

Average  4.14  199% 

 

 

5. Now modify the producer and consumer methods to use monitors instead of 

semaphores to avoid busy waiting. You will need to: 

a. Add a std::condition_variable to the prod_con namespace. 

b. Next, modify the producer and consumer methods to use the monitor (i.e., a 

condition variable) along with a std::unique_lock (using wait() and 

notify_one()) instead of the busy-wait approach. Refer to the lecture slides 

for examples. 

 

NOTE: The output from the revised version of the program should be exactly the same as 

that of the original version. You may verify that the outputs are identical using diff as 

shown below: 

$ /usr/bin/time ./ex9_part4 > ex9_monitor.txt 

$ diff ex9_orig.txt ex9_monitor.txt 

$ # The above diff command will not produce any output if the two outputs match.  
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6. Now that you have successfully re-implemented the application using monitors and you 

have verified it is generating the same output it is important to appreciate the efficiency 

implications associated with it. Using the time command shown above, run the given 

program without any modifications three times (such that the timings are consistent) and 

note the timings in the table below. Note that unlike in the previous case, we expected the 

elapsed time to be about the same (maybe very slightly higher) but the %CPU to be close 

to 100%. 

 

Timings from given semaphore-based busy waiting application 

 Elapsed time (sec) %CPU 

Observation #1 4.24 102%  

Observation #2  4.24  102% 

Observation #3  4.24  102% 

Average  4.24  102% 

 

 

7. Based on the timings from the two version of the same program answer the following 

questions: 

a. Which version of the program has a lower average elapsed time?  Show average 

elapsed times for the two versions and the difference in elapsed times as well. 

Both versions have the same average elapsed time. The busy-waiting strategy is 

a bit faster than the revised sleep-notify solution. 

  

 

 

b. Which version of the program has a lower average %CPU? Show average %CPU 

for the two versions and the difference in %CPU as well. 

The sleep notify solution has a much lower CPU usage. The revised version uses 

half the %CPU as compared to the busy wait. 

  

 

 

c. Using the difference in average elapsed time and average %CPU which version of 

the program seems to be performing better? Record your inferences in the space 

below and provide suitable explanation in support of your interference. 

In terms of pure performance, the busy-wait solution performs a little better that 

the sleep-notify one. The sleep notify solution however, uses much less of the 

CPU. 

 

 

 

Part #5: Submit files  
Estimated time: < 5 minutes 

 

Submit the following files to Canvas via the CODE plug-in for this exercise. 
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1. This document saved as a PDF file and named MUID.pdf (where MUID is your unique ID, 

example: raodm_Exercise9.pdf) 

• Large PDF workaround: If your PDF is large (due to images) then CODE will 

not accept large PDFs. In this case, first complete your submission with just the 

C++ source file. Then attach your PDF as a comment on Canvas. 

2. The ex9_part2.cpp source code you modified in this exercise. 

3. The ex9_part4.cpp source code you modified in this exercise. 

 

Upload each file individually to Canvas. Do not upload archive files such as zip/7zip/rar/tar/gz etc. 

Ensure you click the Submit button on Canvas once you have uploaded all the necessary files. 

 


